


 

INTRODUCTION TO CLOUD COMPUTING: 

 

Cloud computing is a technological advancement that focuses on the way we design 

computing systems, develop applications, and leverage existing services for building 

software. 

Cloud computing is based on dynamic provisioning.Here, dynamic provisioning refers 

to the ability to acquire on demand virtual machines.Cloud Computing is the delivery 

the services over the Cloud (Internet).Cloud computing allows renting infrastructure, 

runtime environments, and services on a pay-per-use basis.Cloud computing deliver 

services such as servers, storage, databases, networking, software , analytics, 

intelligence and more. 

Cloud computing means from a single computer using services provided by other 

companies over the network. 

Exactly where the hardware and software is located and how it all works doesn't 

matter to you.Most of us are using clouding computing all the day but they dont what 

what its actually called. 

For example, 

• Searching on Google is an example of cloud computing. 

• Email 

• Messaging over internet 

• Watching videos on YouTube 

All above examples have their storage from where we fetch data. We are not having 

any personal storage but we can still store lot of daily emails on Googles gmail 

storage. But we required internet here. Which is an example of cloud computing. 

 

In the history of cloud computing we are going to discuss about the existence of cloud 

coputing in different forms over time. 

 
 

 

Historical development of Cloud Computing:  

1. In 1950 the main frame and time sharing are born, introducing the concept of 

shared computer resources. 

2. During this time word cloud was not in use. 

3. Cloud computing is believed to have been invented by Joseph Carl Robnett 

Licklider in the 1960s with his work on ARPANET to connect people and data 

from anywhere at any time. 

4. In 1969 the first working prototype of ARPANET is launched. 

5. In 1970 the word “Client-Server” come in to use. 

6. Client server defines the computing model where client access the data and 

applications from a central server. 

7. In 1995, pictures of cloud are started showing in diagrams, for not technical 

people to understand. 

8. At that time AT & T had already begun to develop an architecture and system 

where data would be located centrally. 
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9. In 1999 the salesforce.com was launched, the first company to make enterprise 

applications available from a website. 

10. In 1999, the search engine Google launches. 

11. In 1999, Netflix was launched, introducing the new revenue way. 

12. In 2003, web2.0 is born, which is characterized by rich multimedia. Now 

user can generate content. 

13. In 2004 Facebook launches giving users facility to share themselves. 

14. In 2006, Amazon launched Amazon Web Services(AWS), giving users a 

new way. 

15. In2006, Google CEO Eric Schmidt uses the word “cloud” as an industry 

event. 

16. In 2007, Apple launches iPhone, which could be used on any wireless 

network. 

17. In 2007, Netflix launches streaming services, and live video watching is 

born. 

18. In 2008, private cloud come in to existence. 

19. In 2009, browser based application like google apps are introduced. 

20. In 2010, hybrid cloud (private+public cloud) comes in to existence. 

21. In 2012, Google launches google drive with free cloud storage. 

22. Now cloud adoption is present, which makes cloud computing more 

stronger. 

23. The IT services progressed over the decades with the adoption of 

technologies such as Internet Service Providers (ISP) Application Service 

Providers.  

 

VisionofCloudComputing: 

 

Here vision of cloud computing means idea behind cloud computing. 

1. Cloud computing provides the facility to provision virtual hardware, runtime 

environment and services to a person having money.   

2. These all things can be used as long as they are needed by the user, there is no 

requirement for the upfront commitment.  

3. The whole collection of computing system is transformed into a collection of 

utilities, which can be provisioned and composed together to deploy systems in 

hours rather than days, with no maintenance costs. 

4. The long term vision of a cloud computing is that IT services are traded as 

utilities in an open market without technological and legal barriers. 

5. In the near future we can imagine that it will be possible to find the solution that 

matches with our requirements by simply entering our request in a global digital 

market that trades with cloud computing services.  

6. The existence of such market will enable the automation of the discovery 

process and its integration into its existing software systems.  



7. Due to the existence of a global platform for trading cloud services will also 

help service providers to potentially increase their revenue.  

8. A cloud provider can also become a consumer of a competitor service in order 

to fulfill its promises to customers. 

 
 

 

CHARACTERISTICS OF CLOUD COMPUTING AS PER NIST: 

 

NIST stands for National institute of standards and technology. 

According to NIST there are five essential characteristics of cloud computing: 

 

1. On Demand Self Service 

2. Broad network access 

3. Resource pooling 

4. Rapid elasticity 

5. Measured service 

 

1. On Demand Self Service 

User gets on demand self-services. User can get computer services like email, 

applications etc. without interacting with each service provider. 

 

Some of the cloud service providers are- Amazon Web Service, Microsoft, IBM, 

Salesforce.com 
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2. Broad network access 

Cloud services are available over the network and can be accessed through different 

clients such as mobile, laptops etc. 

3. Resource pooling 

Same resources can be used by more than one customer at a same time. 

For example- storage, network bandwidth can be used by any number of customers 

and without knowing the exact location of that resource. 

4. Rapid elasticity 

On users demand cloud services can be available and released. Cloud service 

capabilities are unlimited and used in any quantity at any time. 

5. Measured service 

Resources used by the users can be monitored, controlled. This reports is available for 

 both cloud providers and consumer. 

On the basis of this measured reports cloud systems automatically controls and 

optimizes the resources based on the type of services. 

 

CLOUD COMPUTING REFERENCE MODEL: 

The reference model for cloud computing is an abstract model that characterizes and 

standardizes a cloud computing environment by partitioning it into abstraction layers 

and cross-layer functions. 

 

 

From the book of Sir Rajkumar Buyya 

Cloud computing reference model 

 

 

 



 

If we look in to the reference model as seen in above image we will find classification 

of Cloud Computing services: 

1. Infrastructure-as-a-Service (IaaS),  

2. Platform-as-a-Service (PaaS), and  

3. Software-as-a-Service (SaaS).  

4. Web 2.0 

1. Infrastructure as a service (IaaS)  is a cloud computing offering in which a 

vendor provides users access to computing resources such as servers, storage and 

networking. To read more about IaaS click here. 

 

2. Platform as a service (PaaS) is a cloud computing offering that provides users with 

a cloud environment in which they can develop, manage and deliver applications. To 

read more about PaaS click here. 

 

3. Software as a service (SaaS)  is a cloud computing offering that provides users 

with access to a vendor’s cloud-based software. Users do not install applications on 

their local devices. Instead, the applications reside on a remote cloud network accessed 

through the web or an API. Through the application, users can store and analyze data 

and collaborate on projects. To read more about SaaS click here. 

 

4. Web 2.0 is the term used to describe a variety of web sites and applications that 

allow anyone to create and share online information or material they have created. A 

key element of the technology is that it allows people to create, share, collaborate & 

communicate.  
 

Cloud Computing Environments: 

1. Application development 

2. Infrastructure and system development 

3. Computing platforms and technologies 

1. Application development: 

Applications that leverage cloud computing benefit . 

 

Web applications are one class of it: 

1. Applications performance influenced by the workload generated by the 

different users demand. 

2. With the diffusion of Web 2.0 technologies, the Web has become a platform 

for developing rich and complex applications.  

3. It includes enterprise applications that now leverage the Internet as the 

preferred channel for service delivery and user interaction. 

Resource-intensive applications are another class of it: 

1. These can be either dataintensive or compute-intensive applications. 

2. For example, scientific applications. 

3. Resource-intensive applications are not interactive and they are mostly 

characterized by batch processing.  
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2. Infrastructure and system development: 

1. IaaS solutions provide the capabilities to add and remove resources.  

2. PaaS solutions embed into their core offering algorithms and rules that 

control the provisioning process and the lease of resources. 

3. Integration between cloud resources and existing system deployment 

is another element of concern.  

4. Web 2.0 technologies constitute the interface through which cloud 

computing services are delivered, managed, and provisioned.  

5. Virtualization technology is a core feature of the infrastructure used 

by cloud providers. 

3. Computing platforms and technologies: 

 

Development of a cloud computing application happens by leveraging platforms 

and frameworks that provide different types of services, from the bare-metal 

infrastructure to customizable applications serving specific purposes. 

 

Some of the cloud computing platforms and technologies are: 

1. Amazon web services (AWS): Provides customers with a wide array 

of cloud services.  

2. Google AppEngine: For developing and hosting web applications in 

Google-managed data centers.  

3. Microsoft Azure: It provides a range of cloud services, including 

those for compute, analytics, storage and networking.  

4. Hadoop: Hadoop is a Java-based framework used to manipulate data 

in the cloud or on premises. Hadoop can be installed on cloud servers to 

manage Big data whereas cloud alone cannot manage data without Hadoop 

in It.  

5. Salesforce.com: It is a cloud computing SaaS company that 

specializes in customer relationship management (CRM). Salesforce's 

services allow businesses to use cloud technology to better connect with 

customers, partners and potential customers.  

6. Manjrasoft Aneka: It is focused on the creation of innovative software 

technologies for simplifying the development and deployment of 

applications on private or public Clouds.  

CLOUD SERVICE REQUIREMENTS 

1. Efficiency / cost reduction 

2. Data security 

3. Scalability 

4. Mobility 

5. Disaster recovery 

6. Control 

7. Market reach 

8. Automatic Software Updates 
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1. Efficiency / cost reduction: By using cloud infrastructure, you don't have to 

spend huge amounts of money on purchasing and maintaining equipment.  

 

2. Data security: Cloud offers many advanced security features that guarantee that 

data is securely stored and handled. Cloud storage providers implement baseline 

protections for their platforms and the data they process, such authentication, 

access control, and encryption.  

 

3. Scalability: Different companies have different IT needs -- a large enterprise of 

1000+ employees won't have the same IT requirements as a start-up.Using cloud is 

a great solution because it enables enterprise to efficiently -- and quickly -- scale 

up/down according to business demands. 

 

4. Mobility: Cloud computing allows mobile access to corporate data via 

smartphones and devices, which is a great way to ensure that no one is ever left out 

of the loop. Staff with busy schedules, or who live a long way away from the 

corporate office, can use this feature to keep instantly up-to-date with clients and 

coworkers. 

 

5. Disaster recovery: Data loss is a major concern for all organizations, along with 

data security. Storing your data in the cloud guarantees that data is always 

available, even if your equipment like laptops or PCs, is damaged. Cloud-based 

services provide quick data recovery for all kinds of emergency scenarios. 

 

6. Control: Cloud enables you complete visibility and control over your data. You 

can easily decide which users have what level of access to what data.  

 

7. Market reach: Developing in the cloud enables users to get their applications to 

market quickly. 

 

8. Automatic Software Updates: Cloud-based applications automatically refresh 

and update themselves. 

 
CLOUD AND DYNAMIC INFRASTRUCTURE: 
 

1. Service management: This type of special facility or a functionality is provided 

to the cloud IT services by the cloud service providers. This facility includes 

visibility, automation and control to delivering the first class IT services. 

 

2. Asset-Management: In this the assets or the property which is involved in 

providing the cloud services are getting managed. 

3. Virtualization and consolidation: Consolidation is an effort to reduce the cost of 

a technology by improving its operating efficiency and effectiveness.  

It means migrating from large number of resources to fewer one, which is done by 

virtualization technology. 

 

4. Information Infrastructure: It helps the business organizations to achieve the 



following : Information compliance, availability of resources retention and security 

objectives. 

 

5. Energy-Efficiency: Here the IT infrastructure or organization sustainable. It 

means it is not likely to damage or effect any other thing. 

6. Security: This cloud infrastructure is responsible for the risk management. Risk 

management Refers to the risks involved in the services which are being provided 

by the cloud-service providers. 

 

7. Resilience: This infrastructure provides the feature of resilience means the 

services are resilient. It means the infrastructure is safe from all sides. The IT 

operations will not be easily get affected. 

  

 

CLOUD ADOPTION: cloud adoption means adopting a service or technology 

from another cloud service provide. 

 
 

1. Here Cloud means the environment of cloud where the cloud services 

are being operated. 

2. Adoption term states that accepting the services of new Technology. 

 

Cloud and Dynaic Infrastructure 
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3. Adoption means following some kind of new trend or existing trend 

or a technology. 

4. This Cloud adoption is suitable for low priority business applications. 

5. It supports some interactive applications that combines two or more 

data sources. 

6. For example:-if a marketing company requires to grow his business in 

the whole country in a short span of time then it must need a quick 

promotion or short promotion across the country. 

7. Cloud Adoption is useful when the recovery management, backup 

recovery based implementations are required. 

8. By considering the above key points we conclude that it is only 

suitable for the applications that are modular and loosely coupled. 

9. It will work well with research and development projects. 

10. It means the testing of new services ,design models and also the 

applications that can be get adjusted on small servers. 

11. Applications which requires different level of infrastructure 

throughout the day or throughout the month should be deployed Through the 

cloud. 

12. The applications whose demand is unknown can also be deployed 

using clouds. 

CLOUD APPLICATIONS: 

ECG ANALYSIS IN THE CLOUD 

Scientific Applications: 

 

• Now the cloud computing is getting involved in the scientific applications. 

• Because of this the resources and storage are got available infinitely at 

reasonable prices. 

High Performance Computing: 

• Here this term represents that the computing with a high performance. 

• High performance in terms of resource availability ,quality of service, 

monitoring of service etc. 

High Throughput Computing: 

• It means the users- requests will get processed within a span of time which is 

already decided by the cloud service providers. 

 

Healthcare: Ecg Analysis in cloud computing: 

• Healthcare is a field or domain or area or a region where the information 

technology has found many of the applications. 



• These applications are getting involved to help business firms in assisting 

the scientists to develop solutions to prevent the diseases. 

• Due to the invention of internet or we can say due to the availability of 

internet cloud computing has came into the picture and represent itself  as a 

attractive option for developing health monitoring system. 

• Example of health monitoring system is ECG machine which is used to 

measure the Heart-Beat of Human body and the output is get printed on the graph 

paper. 

• The full form of ECG is Electrocardiogram. 

 
• The analysis of the shape is used to identify arrhythmias, and it is the most 

common way of detecting the heart diseases. 

• Here the meaning of arrhythmias means “not having a steady rhythm”, “an 

arrhythmic heartbeat” means a heart beat which is not in it’s rhythm. 

• Now we will let this concept enter into the cloud computing. 

• Cloud computing technologies allows the remote monitoring of a patient’s 

heart beat data. 

• Through this way the patient at risk can be constantly monitored without 

going to the hospital for ECG analysis. 

• At the same time the Doctor’s can instantly be notified with cases that 

need’s their attention. 



 

• Here in this fig there are different types of computing devices equipped with 

ECG sensors to constantly monitor the patient’s heart beat. 

• The respective information is transmitted to the patient’s mobile device that 

will immediately forwarded to the cloud- hosted web services for analysis. 

• The entire web services from the front end of a platform that is completely 

hosted in the cloud that consist of three layers:Saas,Paas,Iaas. 

ADVANTAGES: 

• The first advantage is elasticity of the cloud infrastructure that can minimize 

and maximize according to the requests served. 

• Second advantage is that cloud computing technologies are now become 

easily accessible and also it promises to deliver the services with minimum time. 

• As a result the doctor’s has no need to invest in large computing 

infrastructures. 

cloud Application: Protein structure prediction: 

 

What is Protein ? 

• Proteins are large molecules consisting of amino acids which our bodies and 

the cells in our bodies need to function properly. 

• Our body structures, functions, the regulation of the body's cells, tissues and 

organs cannot exist without proteins. 

• Our muscles, skin, bones and many other parts of the body contain 

significant amounts of protein. 

• Protein accounts for 20% of total body Weight. 

 

 



Why do we need Protein ? 

• Your hair, your nails, and the outer layers of your skin are made of the 

protein keratin. Keratin is a protein resistant to digestive enzymes. So if you bite 

your nails, you can’t digest them. 

• Bone has plenty of protein. the soft material inside the bone, also contains 

protein. 

• Red blood cells contain hemoglobin, a protein compound that carries oxygen 

throughout the body. 

• Finally, proteins play an important part in the creation of every new cell and 

every new individual. 

 

• Application or s/w that requires high computing capabilities and they are 

having large data sets may cause high I/O operations. 

• Due to these requirements they are overusing the super computing and 

cluster computing Infrastructures. 

• Protein structure Prediction is a computationally intensive task fundamental 

for different types research in the life sciences. 

• The prediction of the protein structure will help the medical scientists to 

develop new drugs.  

• This task requires the investigation of protein structure at so many number 

of states and also it is creating a large no of computing calculations for all of these 

states. 

• The computational Power required for this prediction can now be acquired 

online, without owning it. 

• Cloud computing grants the access to such capacity on pay per use basis. 

• A project that can analyze the use of cloud Technologies for protein 

structure prediction is JEEVA PORTAL. 

• It is an integrated web portal that enables the scientists to do the prediction 

task using cloud techniques. 

• This prediction Task uses machine learning techniques for explaining the 

secondary structure of proteins. 

• These techniques will convert the problem in a manner so that they can be 

classified into 3 phases :initialization, classification and a final phase. 

• As It is already cleared By it’s name it the first phase of this prediction 

named “Initialization of protein structure prediction”. 

• The actual Prediction starts in the initialization phase . 

• In the second phase the execution is get completed concurrently. 

• This will reduce the computational time. 

• The prediction algorithm is then transformed into a Task graph and that is 

submitted to Aneka 

• Aneka is a platform and a framework for developing distributed applications 

on the Cloud. It harnesses the spare CPU cycles of a heterogeneous network of 

desktop PCs and servers or datacenters on demand. 



• Aneka provides developers with a rich set of APIs for transparently 

exploiting such resources and expressing the business logic of applications by 

using the preferred programming abstractions. 

• System administrators can leverage on a collection of tools to monitor and 

control the deployed infrastructure. This can be a public cloud available to anyone 

through the Internet, or a private cloud constituted by a set of nodes with restricted 

access. 

 
• Jeeva is a computational platform which simplifies the development of new 

prediction algorithms and improves the efficiency at the same time. 

• Jeeva web portal system consists of an interactive web interface and a Grid 

middleware. 

• With the interactive web interface, users can submit prediction requests for 

protein secondary structures, collect results, and manage the history of prediction 

data. 

• By means of the Grid middleware, researchers can not only deploy their 

prediction applications in a distributed environment easily, but also monitor and 

manage the execution in the distributed environment. 

 

GENE EXPRESSION DATA ANALYSIS IN CLOUD COMPUTING 

 

Gene: 

A gene is the basic physical and functional unit of heredity. Genes, which are made 

up of DNA, act as instructions to make molecules, such as proteins. In humans, 

genes vary in size from a few hundred DNA bases to more than 2 million bases. 

 

Gene expression: 

Gene expression is the process by which information from a gene is used in the 

synthesis of a functional gene product, such as proteins. 

 

Some of the tools for gene expression analysis are- 

• AltAnalyze 

• Dchip 
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• geWorkbench 2.5.1 from NCI. 

• Babelomics suit 

• Myrna 

 

Cloud-CoXCS, is a machine learning classification system for gene expression 

datasets on the Cloud infrastructure. 

It is composed of three components: CoXCS, Aneka, and Cloud computing 

infrastructure. 

 
 

 
 

 

Gene expression technology, allows for the monitoring of the expression levels of 

thousands of genes at once.As a direct result of recent advances technology, it is 

now feasible to obtain gene expression profiles of tissue samples at relatively low 

costs. 

The gene expression software’s, such as as Myrna, uses cloud computing, an 

Internet-based method of sharing computer resources.Cloud computing bundles 

together the processing power of the individual computers using the Internet. 

 

A number of firms with large computing centers like Amazon, Microsoft etc, rent 

unused computers over the Internet for a fee. 

 

Cloud computing makes economic sense because cloud vendors are very efficient 

at running and maintaining huge collections of computers.Researchers struggling 

to keep pace with their sequencing instruments can use the cloud to scale up their 

analyses while avoiding the headaches associated with building and running their 

own computer center. 



 

CLOUD COMPUTING ARCHITECTURE 

 

Cloud computing is a utility-oriented and Internet-centric way of delivering IT 

services on demand. 

As seen in the image below. Cloud computing architecture includes: 

1. IaaS, Infrastructure as a service 

2. PaaS, Platform as a service 

3. SaaS, Software as a service 

 

Cloud infrastructure can be heterogeneous in nature because a variety of resources, 

such as  

• Clusters  

• Networked PCs,  

• Databases 

• Cloud application 

• Cloud programming tools 

• Hosting platforms 

• Virtual machines, etc are used. 

From the diagram above, we will discuss about: 

1. IaaS 

2. PaaS 

3. SaaS 

4. User applications 

5. User-level middleware 

6. Core middleware 

7. System infrastructure 

 

From the book of Sir Rajkumar Buyya 
Cloud Computing Architecture 
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1. IaaS: 

1. IaaS stands for infrastructure as a service. 

2. Infrastructure as service or IaaS is the basic layer in cloud computing 

model.  

3. IaaS offers servers, network devices, load balancers, database, Web 

servers etc. 

4. IaaS examples can be categorized in two categories 

1. IaaS Management layer 

2. IaaS Physical infrastructure 

5. Some service providers provide both above categories and some 

provides only management layer. 

6. IaaS management layer also required integration with ohter IaaS 

solutions that provide  physical infrastructure. 

7. Main technologies behind IaaS is hardware virtualization. 

8. Some examples:  

o Amazon Web Services (AWS), 

o Microsoft Azure,  

o Google Compute Engine (GCE) 

To read more about IaaS click here 

 

2. PaaS: 

1. PaaS stands for platform as a service. 

2. PaaS provides a computing platform with a programming language 

execution environment. 

3. PaaS offered to the user is a development platform 

4. PaaS solutions generally include the infrastructure as well. 

5. PurePaaS offered only the user-level middleware. 

6. Some examples: 

o Google App Engine 

o Force.com 

To read more about PaaS click here 

 

3. SaaS: 

1. SaaS stands for software as a service. 

2. Software as a service (SaaS) allows users to connect to and use cloud-

based apps over the Internet. 

3. SaaS is the service with which end users interact directly. 

4. Some examples: 

o Gmail 

o Google drive 

o Dropbox 

o WhatsApp 
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To read more about SaaS click here 

 

4. User applications:  

1. It includes cloud applications thruough which end user get intercact. 

2. There may be different types of user applications, like scientific, 

gaming, social etc. 

3. Some of the examples are Gmail, Facebook.com, etc. 

5. User-level middleware: 

1. It includes cloud programming environment and tools. 

2. There may be different types of programming environments and tools 

depends on the user applications. 

3. Some of the examples of user level middleware are web 2.0, libraries, 

scripting. 

6. Core middleware: 

1. It includes cloud hosting platforms. 

2. It manage quality of service. 

3. Execution management. 

4. Accounting, metering etc. 

5. Virtual machines are the part of core middleware. 

7. System infrastructure: 

1. It includes cloud resources. 

2. Storage hardware 

3. Servers, databases are part of it. 

 

TYPES OF CLOUDS: 
 

Clouds constitute the primary outcome of cloud computing.  

 

Clouds build the infrastructure on top of which services are implemented and 

delivered to customers. 

 

According to the administrative domain, clouds are classified. 

 

Cloud type identifies the boundaries within which cloud computing services are 

implemented. 

 

There are four different types of cloud: 

1. Public clouds 

2. Private clouds 

3. Hybrid or heterogeneous clouds 

4. Community clouds 
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1. Public clouds: 

1. The cloud is open to the wider public. 

2. In public cloud the services offered are made available to anyone, 

from anywhere, and at any time through the Internet. 

3. From a structural point of view they are a distributed system. 

4. In public clouds one or more datacenters connected together. 

5. On these data centers services are implemented. 

6. Customer may required his/her credentials or billing details to access 

the offered services. 

7. Small enterprises prefere public couds due to its less cost. 

8. Public clouds offers renting the infrastructure or subscribing to 

application services. 

9. Customer can use on demand services. 

10. Public cloud keeps monitoring of services used by users to provide 

billing as per the uses. 

11. Public clouds offer any kind of services like, 

o IaaS by Amazon EC2 is a public cloud 

o PaaS by Google App Engine is a public cloud 

o SaaS by SalesForce.com is a public cloud 

12. At the same time large quantity of users can access the public cloud. 

2. Private clouds: 

1. The cloud is implemented within the private premises of an institution 

and generally made accessible to the members of the institution or a subset 

of them.  

2. When customers privacy in important private clouds are preferable 

over public clouds. 

3. Instead of pay-as-you-go model as in public cloud, there could be 

other scheme in private clouds. 

4. In private cloud sensitive informations are kept in house. 

5. Private cloud provides customer information protection better than 

public lcouds. 

6. Private clouds can be implemented on more heterogeneous hardware. 

7. Some of the options available for private deployment of clouds we 

can consider are DataSynapse, Zimory Pools, Elastra, and Aneka.  

8. DataSynapse provides a flexible environment for building private 

clouds on top of datacenters.  

9. Elastra Cloud Server is a platform for easily configuring and 

deploying distributed application infrastructures on clouds.  

10. Zimory provides a software infrastructure layer that automates the use 

of resource pools based on Xen, KVM, and VMware virtualization 

technologies.  



11. Aneka is a software development platform that can be used to deploy 

a cloud infrastructure on top of heterogeneous hardware: datacenters, 

clusters, and desktop grids. 

3. Hybrid clouds: 

1. Hybrid clouds are the combinations of private clouds and public 

clouds. 

2. Private clouds stand alone are sometimes not scalable so here 

advatages of public clouds are taken. 

3. Public clouds suffer with security threats and administrative pitfalls 

sor advantages of private clouds are taken. 

4. When advantages of public clouds and private clouds are taken 

together thats known as hybrid clouds. 

5. Hybrid cloud allowed the services to be taken from public clouds wen 

needed and keep the sensitive informations within private clouds. 

6. Hybrid clouds uses cloudbursting, in which services are taken when 

required and released wheb not in use. 

7. Dynamic provisioning refers to the ability to acquire on demand 

virtual machines in order to increase the capability of the resulting 

distributed system and then release them.  

4. Community clouds: 

1. Community clouds are distributed systems created by 

integrating the services of different clouds to address the specific needs 

of an industry, a community, or a business sector.  

2. Sectors for community clouds are as follows: 

1. Media industry 

2. Healthcare industry 

3. Energy abd other core industries 

4. Public sector 

5. Scientific research 

3. Community clouds can provide a shared environment where 

services can facilitate business-to-business collaboration. 

4. Benefits of the community clouds: 

1. Openness 

2. Community 

3. Gracefull failures 

4. Convenience and control 

5. Environmental sustainability 

5. Openness:  By removing the dependency on cloud vendors, 

community clouds are open systems in which fair competition between 

different solutions can happen. 

6. Scalable: Scalable because the system can grow simply by 

expanding its user base. 



7. Gracefull failures:  Since there is no single provider or vendor 

in control of the infrastructure, there is no single point of failure.  

8. Convenience and control: The cloud is shared and owned by the 

community, which makes all the decisions through a collective 

democratic process. 

9. Environmental sustainability: Hybrid clouds tend to be more 

organic by growing and shrinking in a symbiotic relationship to 

support the demand of the community, which in turn sustains it. 

CLOUD INTEROPERABILITY AND STANDARDS: 

 

Cloud interoperability refers to the ability of customers to use the same 

management tools, server images and other software with a variety of 

cloud computing providers and platforms. 

 

Standards are important in cloud computing for a variety of reasons. 

Standards for interoperability and data and application portability can 

ensure an open competitive market in cloud computing because customers 

are not locked-in to cloud providers and can easily transfer data or 

applications between cloud providers. 

 

Why cloud interoperability and standards? 

 

Vendor lock-in can prevent a customer from switching to another 

competitor’s solution.If switching is possible, it happens at considerable 

conversion cost and requires significant amounts of time.Switching 

heppen because may be customer wants to find a more suitable solution 

for customer needs.Or vendor may not be able to provide the service 

required. 

So, the presence of standards that are actually implemented and adopted in 

the cloud computing community gives power for interoperability and then 

lessen the risks resulting from vendor lock-in. 

 

SCALABILITY AND FAULT TOLERANCE: 

 

Cloud Scalability is the ability to scale on-demand the facilities and 

services as and when they are required by the user. 

Cloud Fault Tolerance is tolerating the faults by the cloud that are done by 

mistake by the user.Here the scaling is beyond the limits, it means we 

can't even imagine what will be the limit.cloud middleware is designed on 

the principle of scalability along different dimensions in mind 

 e.g.:- performance, size and load 

 

The cloud middleware manages a huge number of resources and users 

which depends on the cloud to obtain that they can’t obtain within the 

premises without affording the administrative and maintenance costs. 

 



So in this overall scenario the ability to tolerate failure is normal but 

sometimes it becomes more important than providing an efficient & 

optimized system. 

 

The overall conclusion says that “it is a challenging task for the cloud 

providers to develop such high scalable and fault tolerance systems who 

can get managed and at the same time they will provide a competitive 

performance. 
 

CLOUD ECOSYSTEM: 

Cloud ecosystem is a term used to describe the complex system of interdependent 

components that work together to enable cloud services. 

 

The center of a cloud ecosystem is a public cloud provider. It might be an IaaS 

provider such as Amazon Web Services (AWS) or a SaaS vendor such as 

Salesforce. 

There is no vendor lock-in in the cloud ecosystem. 

For example, AWS is the center of its own ecosystem, but it's also a part of the 

Salesforce ecosystem. Salesforce runs a number of its services on AWS's 

infrastructure. 

CLOUD  BUSINESS  PROCESS  MANAGEMENT: 

1. Business process management (BPM) is a mature business discipline 

that has spawned a number of technologies to support it. 

2. Today it is the agile who survive those organizations who are able to 

adapt to change, to innovate as well as continuously improve, and to 

continuously monitor and analyze the results of these adaptations. 

3. In the current web enabled business environment, processes in many 

cases depend on the discovery and recognition of components that exist as 

web services. 

4. The current trend is towards increased emphasis on mobility and 

collaboration as essential elements to support the agility and currency of 

business processes. 

5. This means that BPM vendors are increasingly seeking to augment 

their BPM packages by incorporating greater Web 2.0 type functionality. 

6. Cloud based BPM is one response to these new demands. 

7. BPM governs organizations cross functional, customer focused end to 

end core business process. 

 

https://1.bp.blogspot.com/-08rg5u3ELgs/XgJY2P_jLPI/AAAAAAAAFj0/-WB1CsrqH7E6Lp_u6PTWxInsoYyQ4_AMgCLcBGAsYHQ/s1600/bpm.PNG


 
CLOUD SERVICE MANAGEMENT: 
 

Service management: 

1. A system integral of supply chain management that contents actual 

company sales and the customer. 

2. The goal of service management is to maximize service supply chains. 

3. The purpose of service management are to reduce high costs by 

integrating products and services and keep inventory levels smaller. 

Cloud Service Management: 

1. Cloud monitoring and cloud service management tools allow cloud 

providers to ensure optimal performance, continuity and efficiency in 

virtualized, on-demand environments.  

2. The delivery of dynamic, cloud-based infrastructure, platform and 

application services doesn't occur in a vacuum. 

3. In addition to best practices for effective administration of all the 

elements associated with cloud service delivery, cloud service management 

and cloud monitoring tools enable providers to keep up with the continually 

shifting capacity demands of a highly-elastic environment. 

 
 

4.  The Above fig illustrates that service management provides the 

visibility, control and automation needed for efficient cloud delivery in both 

public and private implementations. 

 

Simplify user interaction with it: 

1. The user friendly self-service accelerates  time to value. 

2. Service catalogue enables standards which drives consistent service 

delivery. 

Enable policies to lower cost with provisioning: 

1. Automatic allocating and de-allocating of resources will make 

delivery of services fast. 

2. Provisioning policies allow release and reuse of assets. 

 

 



Increase system admin productivity: 

1. Providing the benefits to the broker will probably become a critical 

success factor in cloud computing. 

2. Due to the growth of service brokerage business will increase the 

ability of cloud consumers to use services in a trustworthy manner. 

3. These cloud mediators will help companies to choose the right 

platform, deploy the apps across multiple clouds. 

FOLLOWING ARE THE OPPORTUNITIES FOR CLOUD BROKERS: 

1. Cloud service intermediation : The broker must need to manage the 

additional securities or management capabilities over the cloud. 

2. Cloud aggregation: It includes the deployment of services over 

multiple cloud platforms. 

3. The ability to group an application across multiple clouds will become 

important i.e. if one service goes down the another can be started. 

 

CLOUD OFFERINGS: 
CLOUD ANALYTICS: 
 

Cloud analytics is a service model in which elements of the data analytics process 

are provided through a public or private cloud. 

 

Cloud analytics applications and services are typically offered under a 

subscription-based or utility (pay-per-use) pricing model. 

 

Gartner defines the six key elements of analytics as 

 

1. Data sources 

2. Data models  

3. Processing applications 

4. Computing power 

5. Analytic models 

6. Sharing or storage of results 

In Gartner's view, any analytics initiative “in which one or more of these elements 

is implemented in the cloud” qualifies as cloud analytics. 

 

Examples of cloud analytics products and services include 

 

1. Hosted data warehouses 

2. Software-as-a-Service business intelligence (SaaS BI)  

3. Cloud-based social media analytics 

It provides users with a better forecasting technique to analyze and optimize the 

service lines and provide a higher level of accuracy. 

 



 

Cloud Business Analytics Competencies: 

 

1. This cloud analytic service is supported by different type of 

competency areas. 

2. The cloud analytics strategy helps clients to achieve their business 

objectives faster with less risk and at a lower cost.  

3. Another competency is business intelligence and performance 

management that helps to increase performance by providing accurate and 

on time data reporting.  

4. The next is analytics and optimization that provides different types of 

modeling techniques, deep computing and simulation techniques to increase 

the performance.  

5. The other competency is a content management system that includes 

the different service architecture, technology architecture.  

How Cloud Analytics Work? 

 

1. Cloud Analytics works with the combination of hardware services and 

middleware. 

2. The system features include the platform that provides data reporting 

analytics based on text mining activities and analytics techniques.  

3. This system also takes care of storage optimization and different high 

performance data warehouse management techniques.  

Analytics Business Outcomes: 

 

1. Analytics help to get the right information as and when they are 

required identify how to get it and point out the right sources to get it. 

2. Analytics also helps in designing the policies faster based on the 

information available in the organization.  

3. This gives the option through which the organization can increase its 

profit, reduce cycle time and reduce defects. 

TESTING UNDER CONTROL: 
 

Cloud testing typically involves monitoring and reporting on real-world user traffic 

conditions as well as load balance and stress testing for a range of simulated usage 

conditions. 

Load and performance testing conducted on the applications and services provided 

via cloud computing particularly the capability to access these services in order to 

ensure optimal performance and scalability under a wide variety of 

conditions.Consumers can access the it resources in the test environment.testing 

under the cloud gives very good sign by decreasing the manual intervention and 

reducing the processes in the typical testing environment. 

after enabling of resources as and when they are required ,it reduces the investment 

on capital as well as enables the business to handle the ups and downs of the 

testing requirements. 



 

 

 

Facts under cloud computing 

 

The fig clearly shows that on the basis of these six parameters a cloud testing 

process can be performed. 

 

Advantages of Cloud Testing: 

1. Reduces capital investment and operational costs and not effect goal 

critical production application. 

2. Offers new and attractive services to the clients and present an 

opportunity to speed cycles of innovations and improve the solution quality. 
 
VIRTUAL DESKTOP INFRASTRUCTURE 

Virtual desktop infrastructure (VDI) is defined as the hosting of desktop 

environments on a central server. It is a form of desktop virtualization, as the 

specific desktop images run within virtual machines (VMs) and are delivered to 

end clients over a network. 

 

Virtual Desktop Infrastructure (VDI) is a concept in which a solution based on a 

server based computing model that is not so different from the traditional terminal 

server centralized computing model used to deliver applications to remote users. 

 

Virtual Desktop Infrastructure or VDI is the name given to a collection of 

technologies and processes that dramatically extend the concept of a remote 

desktop.It centers on the idea that companies can virtualized their desktop 

operating systems like Windows XP or Vista using platforms like VMware ESX or 

Xenserver. and run said desktops from within the secured datacenter. 
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Vdi Benefits: 

1. Data Security 

2. Reduced Hardware Expenditures 

3. Easier Management: Perform centralized patching and application 

installation or streaming without loading the network  

4. Mobile Workforce: User desktops are portable – users can reconnect from 

any location with a variety of devices.  

5. Resource Pooling.  

CLOUD RESILIENCY: 

 

1. Cloud Resiliency is the capacity to rapidly adapt and respond to risks, 

as well as opportunities. In simple words resiliency refers to improve our 

business for handle risks. 

2. This also maintains the continuous business operations that support 

growth.  

3. The assessment process examines business-driven, data-driven, and 

event-driven risks. The goal is to understand the risks to the company and 

the business process in one building.  

4. Risks in one geography are different from other locations. So we will 

be looking across different parts of the company, we have to find out 

common risks by focusing on one specific area first.  

5. By using resilience framework to look at different parts of the 

company, we are trying to understand whether we have a risk that we can 

accept or whether we have risk that we want to avoid.  

6. In other words either we may choose to do nothing about a risk, or we 

may improve our infrastructure handle the risks if they occur.  

7. The resiliency blueprint includes different layers- facilities, 

technology, applications and data, processes, organization, strategy and 

vision.  

8. The resiliency framework enables us to examine the business, 

understand what areas of vulnerability might come across business-driven, 

data-driven and event driven risks.  
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Resiliency capabilities: The strategy combines multiple parts to mitigate risks(that 

means to reduce the effect of risks) and improve business resilience. 

 

1. From a facilities perspective, we may want to implement power 

protection. 

2. From a security perspective, to protect our data and applications we 

may want to implement remote backup, identity management, email 

filtering, or email archiving.  

3. From a process perspective, we may implement identification and 

documentation of most critical business processes.  

4. From a organizational perspective, we may want to implement a 

virtual workstation environment.  

5. From a strategy and vision perspective, we may want to look at the 

kind of crisis management process.  

Resiliency tiers can be defined as a common set of infrastructure services that are 

delivered to meet or to provide a corresponding set of business availability 

expectations. 

CLOUD PROVISIONING: 

The cloud provisioning is the allocation of a cloud provider’s resources to a 

customer. 

 

When a cloud provider accepts a request from a customer, it must create the 

appropriate number of virtual machines (VMs) and allocate resources to support 

them. The process is conducted in several different ways: advance provisioning, 

dynamic provisioning and user self-provisioning. The term provisioning simply 

means “to provide.”Cloud provisioning primarily defines how, what and when an 

organization will provision cloud services.  

These services can be internal, public or hybrid cloud products and solutions. 

Cloud providers deliver cloud solutions through on-demand, pay-as-you-go 

systems as a service to customers and end users. Cloud provider customers access 

cloud resources through Internet and programmatic access and are only billed for 

resources and services used according to a subscribed billing method. 

 

Depending on the business model, a cloud provider may provide various solutions, 

such as: 

1. IaaS 

2. PaaS 

3. SaaS 

Types Of Provisioning: 

1. Advanced Provisioning 

2. Dynamic Provisioning  

3. Self Provisioning 

 



 

CLOUD ASSET MANAGEMENT: 

Cloud Asset management is a dedicated application which is used to record and 

track an asset throughout its life cycle, from occupying to disposal. It provides an 

organization with information like where certain assets are located, who is using 

them, how they are being utilized and details about the asset. 

CAM is primarily about managing the challenges of cloud applications, platforms 

and infrastructure (SaaS, PaaS and IaaS). For instance: 

1. Inability to track and manage the growing use of SaaS applications 

and providers 

2. Lack of a centralized view of Cloud resources and consumption  

3. Limited access to SaaS subscription data  

4. Limited access to actual SaaS, IaaS and PaaS usage data  

Benefits of Cloud Asset Management (CAM): 

1. Accurate tracking of key applications delivered in the Cloud 

2. Overcome the limitations of Cloud portals, by providing access to a 

single centralized view  

3. Expanded access to data and improved analysis and reporting  

4. Granular insight into SaaS, IaaS and PaaS usage across your 

organization  

5. Combine Cloud and on-premise deployment data for a complete end-

to-end view of your IT ecosystem  

6. Accurate, complete view of investments and their usage across the 

whole IT estate enables better cost control  

7. Access all the information needed to ensure a successful migration to 

the Cloud. 

CONCEPTS OF MAP REDUCE: 
 

MapReduce is a programming model designed for processing large volumes of 

data in parallel by dividing the work into a set of independent tasks. 

Hadoop is capable of running MapReduce programs written in various languages: 

Java, Ruby, Python, and C++. 

The whole process of Map reduce goes through four phases of execution namely, 

1. Splitting 

2. Mapping 

3. Shuffling 

4. Reducing 

For example, take following data as input for the Map Reduce. 

Easy exam notes 

Notes are good 

Notes are bad 
 



 

The final output of the MapReduce task is: 

Easy 1 

Exam 1 

Notes 3 

Are 2 

Good 1 

Bad 1 

the processor of Map Reduce is: 

 

1. Splitting: Input divided into fixed-size pieces called input splits. 

2. Mapping: In this phase data in each split is passed to a mapping 

function to produce output values. 

3. Shuffling: The same words are clubed together along with their 

respective frequency. 

4. Reducing: This phase summarizes the complete dataset. 

CLOUD GOVERNANCE: 

Cloud governance is a general term for applying specific policies or principles to 

the use of cloud computing services. 

In other terms we can say that cloud governance refers to the decision making 

processes, criteria and policies involved in the planning, architecture, acquisition, 

deployment, operation and management of a cloud computing capability. 

The goal of cloud governance is to secure applications and data when they are 

located remotely. 

There are five reasons of cloud governance: 

1. Enable “business at cloud speed” and establish a cloud centric IT 

operating model based on the speed, agility and cost of cloud computing. 

2. Enable appropriate cloud decision making without friction.  

3. Integrated with existing Enterprise IT Governance processes, policies, 

boards and tools.  

4. Balanced appropriate coverage for key decisions, Investments and 

risks while achieving the benefits of clouds.  

5. Proactive to anticipate and prevent shadow clouds and unauthorized 

cloud activities that expose organizational risks.  

We can define cloud governance as the framework to: 

1. Convert rules, decisions and rights for the usage of IT resources into 

policies. 

2. Ensure that cloud resource accessibility, provisioning, security, and 

operating procedures are executed in accordance with policies.  

3. Provide automatic altering mechanism and remediation responses if 

policies are violated.  

4. Provide capability to track policy changes and generate audit trails.  

Effective governance tools are necessary to avoid careless or unauthorized use of 

cloud based IT resources, which includes the practice known as “shadow IT”. 



 

The governance is applied in cloud for: 

1. Setting company policies in cloud computing. 

2. Risk based decision which cloud provider, if any, to engage.  

3. Assigning responsibilities for enforcing and monitoring of the policy 

compliance.  

4. Set corrective action for non-compliance.  

Cloud Governance model example: Microsoft’s Cloud Governance Model. 

HIGH AVAILABILITY AND DISASTER RECOVERY: 
 

1. In simple words we can say that high availability refers to the availability of 

resources in a computer system. 
 
2. In terms of cloud computing it refers to the availability of cloud services. 
 
3. High availability is the heart of the cloud. 
 
4. It provides the idea of anywhere, anytime access to service of cloud 

environment. 
 
5. Availability is also related to reliability. 
 
6. Availability is a technology issue as well as business issue. 
 
7. High  Availability can be simply defined by the simple equation: 
 

 
 

Where ,  

MTBF – mean time between failures,  

MTTR- means time to repair and  

HA- high availability. 

 

8. There is two way improve the availability:- 

1. Increase MTBF to very large values. 

2. Reduce MTTR to very low values. 
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DISASTER  RECOVERY: 

 

1. Disaster recovery (DR) is the process, policies and procedures that are related to 

preparing for recovery or continuation of technology infrastructure which are an 

organization after a natural or human-induced disaster. 
2. A disaster recovery is the process by which an organization can recover and 

access their software, data, and hardware. 
3. It is necessary for faster disasters recovery to have an infrastructure supporting 

high availability. 
4. The failure of disaster recovery plan mainly due to lack of high availability 

preparation, planning and maintenance to occurrence of the disaster. 
 

STRATEGIES OF DISASTER RECOVERY: 
1. RTO (Recovery Time Objective): RTO is the period of time within 

which system, application, or functions must be discovered after an outage. 

RTOs are often used as the basis for the development of recovery strategies 

and as determinant as to whether or not to implement the recovery strategies 

during a disaster situation. 

2. RPO (Recovery point objective): RPO is the point to time to which 

systems and data must be recovered after an outage. RPOs are often used as 

the basis for the development of backup strategies, and as a determinant of 

the amount of data that may need to be recreated after the systems or 

function have been recovered. 

VIRTUALIZATION IN CLOUD COMPUTING: 
 

Virtualization technology is one of the fundamental components of cloud 

computing.Virtualization allows the creation of a secure, customizable, and 

isolated execution environment for running applications. 

Virtualization provides and abstract environment virtual hardware or an operating 

system to run applications.Virtualization plays a fundamental role in efficiently 

delivering IaaS solutions for cloud computing.Virtualization also provides virtual 

envirionment for storage, memory, and networking. 

 

For example, 

We can run Windows OS on top of a virtual machine, which itself is running on 

Linux OS. 

Following are the causes for Virtualization technology in demand: 

Increased performance and computing capacity: Now a days computers are enough 

capable to support virtualization tecnologies. 

 

Underutilized hardware and software resources: Most of the computers are 

used during office hours only, so after office hours these resources can be used for 

other works too. 

Lack of space: Due to aditional storage requiredments compnies such as Google 

and Microsoft expending their data centers. where virtualization technology 

provides additional capabilities to these data centers. 

 



 

 

Greening initiatives:  Maintaining a data center involves keeping servers on and 

servers needs to be keep cool. Infrastructures for cooling have a significant impact 

on the carbon footprint of a data center. Hence, reducing the number of servers 

through server consolidation will definitely reduce the impact of cooling and 

power consumption of a data center. Virtualization technologies can provide an 

efficient way of consolidating servers.  

 

Rise of administrative costs: Power consumption and cooling costs have now 

become higher than the cost of IT equipment. 

Some types of virtualization: 

1. Storage virtualization: Storage virtualization is the pooling of 

physical storage from multiple storage devices into what appears to be a 

single storage device. 

2. Network virtualization: Network virtualization refers to the 

management and monitoring of an entire computer network as a single 

administrative entity from a single software-based administrator's console. 

3. Desktop virtualization: Desktop virtualization is technology that lets 

users simulate a workstation load to access a desktop from a connected 

device remotely or locally. 

4. Application server virtualization: Application server virtualization 

abstracts a collection of application servers that provide the same services as 

a single virtual application server. 

Advantages of virtualization: 

1. Increased security: The ability to control the execution of a guest in 

a completely transparent manner opens new possibilities for delivering a 

secure, controlled execution environment. 

2. Managed execution: Provides sharing, aggregation, emulation, 

isolation etc. 

3. Prtability:  User works can be safely moved and executed on top of 

different virtual machines.  

Disadvantages of virtualization: 

1. Performance degradation:  Since virtualization interposes an 

abstraction layer between the guest and the host, the guest can experience 

increased latencies. 

2. Inefficiency and degraded user experience: Some of the specific 

features of the host cannot be exposed by the abstraction layer and then 

become inaccessible. 

3. Security holes and new threats: Virtualization opens the door to a 

new and unexpected form of phishing. In case of hardware virtualization, 

malicious programs can preload themselves before the operating system and 

act as a thin virtual machine manager. 

 

 



 

Virtualization technology examples: 

1. Xen 

2. VMware 

server Virtualization 

1. Server virtualization is the partitioning of physical server into smaller virtual 

server. 

2. In server virtualization the resources of the server itself are hidden from users. 

3. In which a s/w is use to divide the physical server into virtual environment 

called virtual or physical server. 

4. One common usage of this tech. is in web server. 

5. Server virtualization is also known as system virtualization . 

6. The s/w providing the virtualization is call VMM(virtual m/c monitor)or 

hypervisor. 

7. A hypervisor can run on bare h/w(native vm)or on to of an operating 

system(hosted vm) 

8.Server virtualization can also be define as partitioning of a single physical m/c 

into multiple execution environment each of which can host a different server. This 

type of virtualization is also known as consolidation. 

 

Server Virtualization Model 

 

Server Virtualization View 

https://1.bp.blogspot.com/-XRIZyDp2_BE/WA4NpcaGCDI/AAAAAAAABpM/8ND_ZCVwZfQEa7HYJg0S9d0GXDCE1l2SQCPcB/s1600/1.png
https://1.bp.blogspot.com/-4M9mt3njnyM/WA4OFlGtL6I/AAAAAAAABpQ/wbllrHUwzkQmjmV-LFPInVEk983EaDeiwCPcB/s1600/ADD+IMAGE+2.png


 

Advantages: 

1. Flexibility for non-disruptive migration. 

2. Ease of management 

3. Each virtual server can also be independently rebooted of one another. 

4. Reduced cost. 

5. High availability. 

6. Disaster Recovery. 

7. Efficient Utilization 

 



Explain cloud security architecture

ANS: Introduction  :-  Cloud application developers have been successfully developing
applications for IaaS(Amazon AWS, Rackspace, etc) and PaaS (Azure, Google App Engine,
Cloud Foundry)platforms.These platforms provide basic security features including support
for authentication, DoS attack mitigation, firewall policy management, logging, basic user
and profile management but security concerns continue to be the number one barrier for
enterprise cloud adoption.  Cloud security concerns range from securely configuring virtual
machines deployed on an IaaS platform to managing user privileges in a PaaS cloud. The
solution architecture should match these concerns and build security safeguards(controls)
into the cloud application architecture.

Cloud Security Architecture – Plan

As a first step, architects need to understand what security capabilities are offered by cloud
platforms (PaaS, IaaS). The figure below illustrates the architecture for building security into
cloud services.

￼

The following are cloud security best practices to mitigate risks to cloud services:

Architect for security-as-a-service – Application deployments in the cloud involve
orchestration of multiple services including automation of DNS, load balancer, network QoS,
etc.

Implement sound identity, access management architecture and practice – Scalable cloud
bursting and elastic architecture will rely less on network based access controls and warrant
strong user access management architecture.

Leverage APIs to automate safeguards – Any new security services should be deployed with
an API (REST/SOAP) to enable automation.

Always encrypt or mask sensitive data – Today’s private cloud applications are candidates
for tomorrow’s public cloud deployment. Hence architect applications to encrypt all sensitive
data irrespective of the future operational model.

Do not rely on an IP address for authentication services – IP addresses in clouds are
ephemeral in nature so you cannot solely rely on them for enforcing network access



control.Employ certificates (self-signed or from a trusted CA) to enable SSL between
services deployed on cloud.

Log, Log, Log – Applications should centrally log all security events that will help create an
end-to-end transaction view with non-repudiation characteristics.

Continuously monitor cloud services – Monitoring is an important function given that
prevention controls may not meet all the enterprise standards.

Why Do You Need a Cloud Security Architecture?
As organizations become more dependent on the cloud, they must also place a bigger focus
on security. Most off-network data flows through cloud-based services, yet many of these
cloud services are used without any security planning.

The use of cloud service providers and multiple personal devices makes it difficult for
companies to view and control data flows. Cloud collaboration bypasses ordinary network
control measures. Access to sensitive data on unmanaged personal devices presents a
major risk.

Related content: read our guide to cloud security threats.

Security and risk management experts find it difficult to gain visibility over a complex mix of
devices, networks and clouds. These network security mosaics, fraught with hidden
vulnerabilities, are an invitation for attackers to attempt breaches.

Many cloud service providers do not provide detailed information about their internal
environment, and many common internal security controls cannot be directly converted to a
public cloud.

For all these reasons, organizations need to think about cloud security as a new challenge,
and build a cloud security architecture that will help them adequately secure this complex
environment.

Cloud Security Architecture Patterns
The right pattern can help you implement security across your organization. For example, it
can help you protect the CIA (confidentiality, integrity, and availability) of your cloud data
assets, as well as respond to security threats. You can implement security controls directly,
or use security controls as a service offered by your cloud provider or third-party vendors.

The cloud security architecture model is usually expressed in terms of:

Security controls—which can include technologies and processes. Controls should take into
account the location of each service—company, cloud provider, or third party.
Trust boundaries—between the different services and components deployed on the cloud
Standard interfaces and security protocols—such as SSL, IPSEC, SFTP, LDAPS, SSH, SCP,
SAML, OAuth, etc.)
Techniques used for token management—authentication, and authorization
Encryption methods including algorithms like 128-bit AES, Triple DES, RSA, Blowfish.



Security event logging—ensuring all relevant security events are captured, prioritized, and
delivered to security teams.
Each security control should be clearly defined using the following attributes:

Service function—what is the service’s role? For example, encryption, authorization, event
data collection.
Logical location—public cloud service, third party service, or on-premises. Location affects
performance, availability, firewall policies, and service management.
Protocol—what protocol is used to access the service? For example, REST, HTTPS, SSH.
Input/Output – what does the service receive and what is it expected to deliver? For
example, input is a JSON feed and output is the same feed with encrypted payload data.
Control mechanisms—what types of control does the service achieve? For example, data at
rest protection, user authentication, application authentication.
Users and operators—who operates or benefits from the service? For example, endpoint
devices, end users, business managers, security analysts.
Cloud Computing Security Architecture Per Cloud Service Model
The cloud security architecture model differs depending on the type of cloud service: IaaS
(Infrastructure as a Service), PaaS (Platform as a Service), or SaaS (Software as a Service).
Below we explain different security considerations for each model.

IaaS Cloud Computing Security Architecture
IaaS provides storage and network resources in the cloud. It relies heavily on APIs to help
manage and operate the cloud. However, cloud APIs are often not secure, because they are
open and easily accessible from the web.

The cloud service provider (CSP) is responsible for securing the infrastructure and
abstraction layer used to access the resources. Your organization's security obligations
cover the rest of the layers, mainly containing the business applications.

To better visualize cloud network security issues, deploy a Network Packet Broker (NPB) in
an IaaS environment. The NPB sends traffic and data to a Network Performance
Management (NPM) system, and to the relevant security tools. In addition, establish logging
of events occurring on network endpoints.

IaaS cloud deployments require the following additional security features:

Network segmentation
Intrusion Detection System and Intrusion Prevention System (IDS/IPS)
Virtual firewalls placed in front of web applications to protect against malicious code, and at
the edge of the cloud network
Virtual routers
SaaS Cloud Computing Security Architecture
SaaS services provide access to software applications and data through a browser. The
specific terms of security responsibility may vary between services, and are sometimes up
for negotiation with the service provider.



Cloud Access Security Brokers (CASB) offers logging, auditing, access control and
encryption capabilities that can be critical when investigating security issues in a SaaS
product. In addition, make sure your SaaS environment has:

Logging and alerting
IP whitelists and/or blacklists
API gateways, in case the service is accessed via API
PaaS Cloud Computing Security Architecture
PaaS platforms enable organizations to build applications without the overhead and
complexity associated with managing hardware and back-end software. In a PaaS model,
the CSP protects most of the environment. However, the company is still responsible for the
security of the applications it is developing.

Therefore, a PaaS security architecture is similar to a SaaS model. Ensure you have CASP,
logging and alerting, IP restrictions and an API gateway to ensure secure internal and
external access to your application’s APIs.

Adding Visibility to Your Cloud Security Architecture with NetApp Cloud Insights
NetApp Cloud Insights is an infrastructure monitoring tool that gives you visibility into your
complete infrastructure. With Cloud Insights, you can monitor, troubleshoot and optimize all
your resources including your public clouds and your private data centers.

Cloud Insights helps you find problems fast before they impact your business. Optimize
usage so you can defer spend, do more with your limited budgets, improve security and
detect ransomware attacks through better visibility, and easily report on data access for
security compliance auditing.

In particular, NetApp Cloud Insights helps you discover your entire hybrid infrastructure, from
the public cloud to the data center.

Schedule time to speak with a specialist about how NetApp Cloud Insights can help your
organization. Learn how you can better optimize your IT Infrastructure with NetApp Cloud
Insights here.

Considerations to Architect Your Applications on Cloud

Application design for cloud infrastructure needs some key considerations to leverage the
advantages provided by cloud. In the traditional systems applications were designed with
consideration of limited resources. But in the cloud applications can take advantage of
almost unlimited resources and architects need to consider this change while architecting
applications on cloud.

Seven key points architect need to consider for application design on cloud.



Handle failure as an event and not as exception: In the traditional systems failure was
handled as an exception and on the occurrence of failure system was designed to gracefully
exit. This was primarily due to the lack of resources. On the cloud infrastructure, design the
application to handle failure as an event. Design application not to exit on failure but take
advantage of cloud infrastructure to provision new resources and switch over in the event of
failure.

Log everything: Logs are very useful to collect data from every event on the system. In the
traditional systems we used to restrict logs due to lack of resources. On the cloud log all the
system / user events, this will translate into a large amount of data which will be helpful for
business insights and application maintenance.

Identify and remove single point of failures: The single point of failure means the system
components in the architecture which has no automated fallback in place i.e. if that
component fails, system will break. The architects need to identify if any single point of
failures is in the system and remove single point of failures by creating automated fallback
for those components in the system. This will result in a high available and resilient system.

User data should be stored in distributed environment: The user data should be stored in the
distributed environment with redundancy in different seismic zones. This can be achieved
either by designing redundant file systems through software RAID /LVM / NFS on cloud or by
using data storage services provided by the cloud service providers such as Simple Storage
Service (S3) by Amazon Web Services.

Deployment should be a continuous process: Business needs a very agile system with quick
incremental deployments to handle continuous changing requirements. The system should
be architected in such a way that continuous deployment is possible from testing to staging
and then staging to production. The applications should be designed in a modular way so
that continuous deployment is possible.

Use smaller units to scale up: Application should be designed such that smaller units of
compute can be used for scaling up and down. The performance of application and compute
unit requirements should be monitored and optimized. The sessions should be stored in the
database to take advantage auto scaling without loss of sessions. These design
consideration will give you more control on the granularity of scaling up and down.

Design database in modular distributed fashion: The database should be designed in
modular distributed fashion. The data base performance can be bottle neck beyond the
application scale up and out .To improve the read performance use read only replica with
load balancing and or cache in memory. To improve the write performance use database
horizontal partitioning and distributed write process.

What is a Virtual Private Cloud (VPC)?



A virtual private cloud (VPC) is a private cloud computing environment contained within a
public cloud. Essentially, a VPC provisions logically isolated sections of a public cloud in
order to provide a virtual private environment.

Like all cloud environments, VPC resources are available on-demand to scale up as needed
and are highly configurable.

What is a Virtual Private Cloud (VPC)?
How Does a VPC Differ from a Private Cloud?
A private cloud consists of infrastructure dedicated completely to a single organization.
Usually, an organization will buy the cloud infrastructure, install the software, and hire an IT
management team. In this case, the organization owns everything from top to bottom.

On the other hand, a VPC runs on shared infrastructure just like a public cloud. However, a
VPC offers a level of isolation between the cloud customers sharing resources. This layer of
isolation is achieved through a private IP subnet or a virtual local area network (VLAN).

Who Needs a VPC?
Organizations that benefit most from VPCs are companies that need a private cloud
environment but also want public cloud resources and savings.

What Features Do Virtual Private Clouds Come With?
VPCs come with all the features you’d expect from a public cloud, including:

1. Agility
A VPC provides full control over the size of your network and the ability to deploy and scale
resources at any time.

2. Security
Although a VPC is part of a public cloud, VPCs are logically isolated networks so your data
and applications are entirely separate from your provider’s other clients. Access is limited to
your resources, unless you grant this.

Logical isolation makes a VPC environment inherently more secure. However, public cloud
security isn’t automatic, even with VPC – it must be intentionally deployed.

Cloud security is always a shared responsibility between a cloud provider and its clients.
Regardless of the cloud environment, users must take steps to secure data and applications
in the cloud. For example, public cloud environments like Amazon AWS can be secured with
third-party applications that automatically detect and manage threats.

3. Affordability
VPCs are cost-effective. You’ll save money on hardware, labor, and other related cloud
resources. The cloud provider will be responsible for all maintenance and upkeep for all
physical servers and software.

4. Availability



A virtual private cloud offers redundancy and fault-tolerant availability zone architectures to
decrease downtime and keep applications and workloads available every moment.

Are VPCs Secure?
Virtual private clouds can be configured to tighten down security at the highest level. For
instance, an organization can create virtualized replicas of access control features usually
employed by traditional data centers. Like data center security, a VPC can control access to
resources by IP address.

What Are the Benefits of Using a VPC?
1. Minimize downtime
Although it’s not always possible, customers expect 100% uptime and have little patience for
any downtime – not even ten minutes. VPC environments provide the redundancy and other
features required to meet near-100% uptime expectations.

With nearly 100% uptime, your customers will experience a high level of reliability that will
strengthen loyalty and trust in your brand.

2. Reduced risk
A VPC will provide you with high security at the instance and subnet level.

3. Flexibility
Whether your business is growing or changing, VPCs are flexible enough to move with your
business as needed. Cloud infrastructure resources are deployed dynamically, which makes
it easy to adapt a VPC to your changing needs.

4. Cost savings
Because of the elastic nature of public clouds, you only pay for what you use. Wth a VPC,
you won’t need to pay for hardware or software upgrades and you’ll never pay for
maintenance.

Public key and encryption key management

Public key

Cryptographic systems may use different types of keys, with some systems using more than
one. These may include symmetric keys or asymmetric keys. In a symmetric key algorithm
the keys involved are identical for both encrypting and decrypting a message. Keys must be
chosen carefully, and distributed and stored securely. Asymmetric keys, also known as
public keys, in contrast are two distinct keys that are mathematically linked. They are
typically used together to communicate. Public key infrastructure (PKI), the implementation
of public key cryptography, requires an organization to establish an infrastructure to create
and manage public and private key pairs along with digital certificates.

What is public key encryption?

Public key encryption, or public key cryptography, is a method of encrypting data with two
different keys and making one of the keys, the public key, available for anyone to use. The



other key is known as the private key. Data encrypted with the public key can only be
decrypted with the private key, and data encrypted with the private key can only be
decrypted with the public key. Public key encryption is also known as asymmetric encryption.
It is widely used, especially for TLS/SSL, which makes HTTPS possible.

What is Encryption Key Management?

Encryption is a process that uses algorithms to encode data as ciphertext. This ciphertext
can only be made meaningful again, if the person or application accessing the data has the
data encryption keys necessary to decode the ciphertext. So, if the data is stolen or
accidentally shared, it is protected because it is indecipherable, thanks to data encryption.

Controlling and maintaining data encryption keys is an essential part of any data encryption
strategy, because, with the encryption keys, a cybercriminal can return encrypted data to its
original unencrypted state. An encryption key management system includes generation,
exchange, storage, use, destruction and replacement of encryption keys.

According to Securosis’s White Paper, "Pragmatic Key Management for Data Encryption":

Many data encryption systems don’t bother with “real” key management – they only store
data encryption keys locally, and users never interact with the keys directly. Super-simple
implementations don’t bother to store the key at all – it is generated as needed from the
passphrase. In slightly more complex (but still relatively simple) cases the encryption key is
actually stored with the data, protected by a series of other keys which are still generated
from passphrases.

There is a clear division between this and the enterprise model, where you actively manage
keys. Key management involves separating keys from data for increased flexibility and
security. You can have multiple keys for the same data, the same key for multiple files, key
backup and recovery, and many more choices.

Best practice is to use a dedicated external key management system. There are four types1
:

1. An HSM or other hardware key management appliance, which provides the highest level
of physical security

2. A key management virtual appliance

3. Key management software, which can run either on a dedicated server or within a
virtual/cloud server

4. Key Management Software as a Service (SaaS

DIGITAL CERTIFICATE

Entrust [10] defines Digital certificates as electronic files that are used to identify people and
resources over



networks such as the Internet. Digital certificates also enable secure, confidential
communication between two parties

using encryption. When you travel to another country, your passport provides a way to
establish your identity and gain

entry. Digital certificates provide similar identification in the electronic world. Just like one will
go to a passport office

to obtain an international passport for identification in another region, a Certification Authority
is expected to sign and

issue Certificates to user, it serves as a third party package for identifying users. As soon as
a CA signs a certificate, the

user can identify themselves to others.

Digital Certificates comprises of the public key and name of the certificate holder, a serial
number, expiration dates,

and the digital signature of the certification authority that issued it. Trusted agency such as
GlobalSign, VeriSign, Inc.,

Thawte Consulting, Symantec, Comodo Group, etc. can always verify the content of these
certificates.By default every

web browser contain list of trusted CA root certificates [11]. If two users possess a valid
certificate and trust a common

CA that has probably issued the user certificate they can both verify their identities [12].

Secure Sockets Layer protocol developed by Netscape is a standard Internet protocol used
for secure

communications, the secure hypertext transfer protocol (HTTPS) is a communications
protocol designed to transfer

encrypted information between computers over the World Wide Web. HTTPS is http using a
Secure Socket Layer (SSL).

A secure socket layer is an encryption protocol invoked on a Web server that uses HTTPS
[13].

Key management service

A key management service is a software-only approach that allows the client to create and
manage the encryption keys used to protect sensitive data held in the cloud. Encryption keys



reside within the cloud provider’s infrastructure and are accessible only by the client.
Provided on an as-a-service basis, a KMS exploits the proven capabilities of the cloud:
centralized management, scalability as data and processing demands increase, high
availability, low-latency processing and a consistent means of managing encryption keys
within the provider’s environment.

However, a key management service by itself does not inherently provide a level of security
equal to that provided by an HSM. That shortcoming, coupled with the limitations of a KMS
working nicely within the cloud provider’s environment, makes the feasibility of this approach
problematic, particularly for organizations needing to manage encryption keys across
multiple, disparate regions, countries or services. Additionally, when both encryption keys
and data are held by the same entity-the cloud provider, in this instance-there’s an added
level of risk. Best practices recommend keeping encryption keys and data separate to
reduce the possibility of a damaging data breach.

Identity Management in Cloud Computing

￼

Innovations in the user identity management space have been a trend in the past couple of
years. Most of these developments across business and technology fronts have been
around identity management in cloud computing, enabling the authentication and
authorization processes right in the cloud.

The primary goal of identity management in cloud computing is dealing with personal identity
information so that a user’s access to data, computer resources, applications, and services
is controlled accurately.

What is Cloud Identity Management

￼

Identity management in cloud computing is the subsequent step of identity and access
management (IAM) solutions. However, it is a lot more than merely a straightforward web
app single sign-on (SSO) solution. This next generation of IAM solution is a holistic move of
the identity provider right to the cloud.

Known as Directory-as-a-Service (DaaS), this particular service is the advanced version of
the conventional and on-premises solutions, including Lightweight Directory Access Protocol
(LDAP) as well as Microsoft Active Directory (AD).

Features of a Modern Cloud Identity Management Solution

The following are a few advantages of identity management in cloud computing:

It offers a consistent access control interface: Applicable for all cloud platform services;
Cloud IAM solutions provide a clean and single access control interface.



It offers superior security levels: If needed, we can easily define increased security levels for
crucial applications.

It lets businesses access resources at diverse levels: Businesses can define roles and grant
permissions to explicit users for accessing resources at diverse granularity levels.

Why Do You Need Cloud IAM

Identity management in cloud computing incorporates all categories of user-base who can
operate in diverse scenarios and with specific devices.

A modern cloud Identity and Access Management (IAM) solution helps to:

Connect professionals, employees, IT applications, and devices securely either on-premise
or the cloud and through involved networks.

It makes it easy to share the network abilities with the entire grid of users who were precisely
connected with it.

It offers zero management overhead, enhanced security levels, and easy management of
diverse users with directory service in a SaaS solution.

It is utterly known that cloud-based services are enabled, configured, and hosted by external
providers. This scenario may also get the least hassle, either for users or clients. As a result,
many organizations can enhance their productivity with cloud IAM.

SaaS protocol is created and used as a hub for connecting with all virtual networks of
distributors, suppliers, and partners.

Business users can deal with all services and programs in one place with cloud services,
and Identity management can be enabled with a click on a single dashboard.

Easily connect your cloud servers, which are virtually hosted at Google Cloud, AWS, or
elsewhere right next to your current LDAP or AD user store.

Widen and extend your present LDAP or AD directory right to the cloud.

Deal with Linux, Windows, and Mac desktops, laptops, and servers established at different
locations.

Connect different users to diverse applications that use LDAP or SAML-based
authentication.

Effortlessly handle user access controls to WiFi networks securely by using a cloud RADIUS
service.

Enable GPO-like functionalities across diverse Windows, Mac, and Linux devices.



Facilitate both system-based as well as application-level multi-factor authentications (2FA).

These abilities help build a platform that connects users to virtually all IT resources through
any provider, protocol, platform, or location.

￼

There is a clear division between this and the enterprise model, where you actively manage
keys. Key management involves separating keys from data for increased flexibility and
security. You can have multiple keys for the same data, the same key for multiple files, key
backup and recovery, and many more choices.

DIGITAL CERTIFICATE

Entrust [10] defines Digital certificates as electronic files that are used to identify people and
resources over

networks such as the Internet. Digital certificates also enable secure, confidential
communication between two parties

using encryption. When you travel to another country, your passport provides a way to
establish your identity and gain

entry. Digital certificates provide similar identification in the electronic world. Just like one will
go to a passport office

to obtain an international passport for identification in another region, a Certification Authority
is expected to sign and

issue Certificates to user, it serves as a third party package for identifying users. As soon as
a CA signs a certificate, the

user can identify themselves to others.

Digital Certificates comprises of the public key and name of the certificate holder, a serial
number, expiration dates,

and the digital signature of the certification authority that issued it. Trusted agency such as
GlobalSign, VeriSign, Inc.,

Thawte Consulting, Symantec, Comodo Group, etc. can always verify the content of these
certificates.By default every

web browser contain list of trusted CA root certificates [11]. If two users possess a valid
certificate and trust a common



CA that has probably issued the user certificate they can both verify their identities [12].

Secure Sockets Layer protocol developed by Netscape is a standard Internet protocol used
for secure

communications, the secure hypertext transfer protocol (HTTPS) is a communications
protocol designed to transfer

encrypted information between computers over the World Wide Web. HTTPS is http using a
Secure Socket Layer (SSL).

A secure socket layer is an encryption protocol invoked on a Web server that uses HTTPS
[13].

What is Autonomic Computing?

Autonomic computing is a computer’s ability to manage itself automatically through adaptive
technologies that further computing capabilities and cut down on the time required by
computer professionals to resolve system difficulties and other maintenance such as
software updates.
The move toward autonomic computing is driven by a desire for cost reduction and the need
to lift the obstacles presented by computer system complexities to allow for more advanced
computing technology.

The autonomic computing initiative (ACI), which was developed by IBM, demonstrates and
advocates networking computer systems that do not involve a lot of human intervention
other than defining input rules. The ACI is derived from the autonomic nervous system of the
human body.

IBM has defined the four areas of automatic computing:

Self-Configuration.

Self-Healing (error correction).

Self-Optimization (automatic resource control for optimal functioning).

Self-Protection (identification and protection from attacks in a proactive manner).
AC was designed to mimic the human body’s nervous system-in that the autonomic nervous
system acts and reacts to stimuli independent of the individual’s conscious input-an
autonomic computing environment functions with a high level of artificial intelligence while
remaining invisible to the users. Just as the human body acts and responds without the



individual controlling functions (e.g., internal temperature rises and falls, breathing rate
fluctuates, glands secrete hormones in response to stimulus), the autonomic computing
environment operates organically in response to the input it collects
IBM has set forth eight conditions that define an autonomic system:

The system must know itself in terms of what resources it has access to, what its capabilities
and limitations are and how and why it is connected to other systems.

The system must be able to automatically configure and reconfigure itself depending on the
changing computing environment.

The system must be able to optimize its performance to ensure the most efficient computing
process.

The system must be able to work around encountered problems by either repairing itself or
routing functions away from the trouble.

The system must detect, identify and protect itself against various types of attacks to
maintain overall system security and integrity.

The system must be able to adapt to its environment as it changes, interacting with
neighboring systems and establishing communication protocols.

The system must rely on open standards and cannot exist in a proprietary environment.

The system must anticipate the demand on its resources while keeping transparent to users.

Autonomic computing is one of the building blocks of pervasive computing, an anticipated
future computing model in which tiny – even invisible – computers will be all around us,
communicating through increasingly interconnected networks leading to the concept of The
Internet of Everything (IoE). Many industry leaders are researching various components of
autonomic computing.



Cloud security

Cloud security, also known as cloud computing security, consists of a set of policies,
controls, procedures and technologies that work together to protect cloud-based systems,
data, and infrastructure. ... From authenticating access to filtering traffic, cloud security can
be configured to the exact needs of the business.
Cloud Security Fundamentals:

Step 1: Determine where sensitive data lives, and prioritize integrations that increase
visibility

Because cloud deployments are relatively easy, it’s also easy to move data around from
cloud to cloud. For this reason, security teams need to understand where data is stored and
how it's used. Without this knowledge, and without controls that manage visibility into
sensitive data, it could be painfully easy to transfer customer data from a private server to a
public storage repository.

Typically, the flow of data in the cloud should be traced from the point where the application
is accessed, and back to where a company’s developers eventually access the systems on
which data is stored. Security teams need knowledge of how data moves through the
environment – if not, they'll waste time and money securing potentially lower-priority
infrastructure devices.

Fortunately, the major cloud platforms have out-of-the-box security tools and open APIs that
make log ingestion easy. Once security teams know what they're looking for, they can use
proper tuning and integrations to make alerting and visibility into attacks as simple to
managing on-premises tools.

Step 2: Configure cloud platforms to maximize the security of their architecture

It's worth spending time to figure out which features a specific cloud platform already
provides for visibility and automation. Once these basic tools are enabled, security experts
can start the process of fine-tuning and tightening controls. For example, teams can set up
alerts for unusual calls from accounts, repeated denies, policy changes, and other actions
and content that help pinpoint attacker activity. For more information on platform-specific
features on AWS, Azure, and GCP, check out the Tactical Guide to Securing Data on Cloud
Platforms.

At this stage, review the areas of vulnerability that can allow bad actors to pivot their attacks,
including Identity Access Management (IAM), cloud infrastructure, server infrastructure, and
application security. Application security and IAM should be the primary areas of concern.
IAM can be secured through the combination of access logs and regular auditing and
tightening of permissions; application security requires security by design, via developers
who care about the security of their applications.

ReliaQuest



Step 3: Monitor the cloud through integration

Most cloud environments generate a large number of logs that can quickly take up all of a
security team's time. To constantly parse, tune, and respond to alerts, teams need
automation and integration.  To efficiently and effectively respond to alerts, teams need a
centralized view of their data across cloud and on-premises environments, such as through
an Open XDR solution. And, to see what’s happening in the cloud environment and export
logs into an alerting engine such as a SIEM, enterprise organizations need to plan a
cloud-logging strategy by answering these questions:

Where will log aggregation and filtering tools reside? It’s efficient to have collection tools
doing the filtering and aggregating as close to the source as possible.

How big are the Internet connections between your cloud environment and local data
centers? It may be more cost-effective to keep raw data at both places, and send actionable
events used in alerting rules to the central SIEM or monitoring tool.

How will you collect and parse cloud infrastructure logs? In addition to standard operating
system or application logs from servers, many essential cloud infrastructure logs should be
gathered and monitored for unauthorized or malicious activities.

Cloud Security Services

Security poses a major challenge to the widespread adoption of cloud computing, yet an
association of cloud users and vendors sees the cloud as a provider of information security
services.
The Security-as-a-Service Working Group of the Cloud Security Alliance, a not-for-profit
association formed by cloud-computing stakeholders, issued a report Monday that defines
10 categories of security services that can be offered over the cloud.

The alliance said its report is aimed at providing cloud users and providers greater clarity on
security as a service in order to ease its adoption while limiting the financial burden security
presents to organizations. The 10 security-as-a-service categories are:

Identity and Access Management should provide controls for assured identities and access
management. Identity and access management includes people, processes and systems
that are used to manage access to enterprise resources by assuring the identity of an entity
is verified and is granted the correct level of access based on this assured identity. Audit
logs of activity such as successful and failed authentication and access attempts should be
kept by the application/solution.
Data Loss Prevention is the monitoring, protecting and verifying the security of data at rest,
in motion and in use in the cloud and on-premises. Data loss prevention services offer
protection of data usually by running as some sort of client on desktops/servers and running
rules around what can be done. Within the cloud, data loss prevention services could be
offered as something that is provided as part of the build, such that all servers built for that
client get the data loss prevention software installed with an agreed set of rules deployed.



Web Security is real-time protection offered either on-premise through software/appliance
installation or via the cloud by proxying or redirecting web traffic to the cloud provider. This
provides an added layer of protection on top of things like AV to prevent malware from
entering the enterprise via activities such as web browsing. Policy rules around the types of
web access and the times this is acceptable also can be enforced via these web security
technologies.
E-mail Security should provide control over inbound and outbound e-mail, thereby protecting
the organization from phishing and malicious attachments, enforcing corporate policies such
as acceptable use and spam and providing business continuity options. The solution should
allow for policy-based encryption of e-mails as well as integrating with various e-mail server
offerings. Digital signatures enabling identification and non-repudiation are features of many
cloud e-mail security solutions.
Security Assessments are third-party audits of cloud services or assessments of
on-premises systems based on industry standards. Traditional security assessments for
infrastructure and applications and compliance audits are well defined and supported by
multiple standards such as NIST, ISO and CIS. A relatively mature toolset exists, and a
number of tools have been implemented using the SaaS delivery model. In the SaaS
delivery model, subscribers get the typical benefits of this cloud computing variant elasticity,
negligible setup time, low administration overhead and pay-per-use with low initial
investments.
Intrusion Management is the process of using pattern recognition to detect and react to
statistically unusual events. This may include reconfiguring system components in real time
to stop/prevent an intrusion. The methods of intrusion detection, prevention and response in
physical environments are mature; however, the growth of virtualization and massive
multi-tenancy is creating new targets for intrusion and raises many questions about the
implementation of the same protection in cloud environments.
Security Information and Event Management systems accept log and event information. This
information is then correlated and analyzed to provide real-time reporting and alerting on
incidents/events that may require intervention. The logs are likely to be kept in a manner that
prevents tampering to enable their use as evidence in any investigations.
Encryption systems typically consist of algorithms that are computationally difficult or
infeasible to break, along with the processes and procedures to manage encryption and
decryption, hashing, digital signatures, certificate generation and renewal and key exchange.
Business Continuity and Disaster Recovery are the measures designed and implemented to
ensure operational resiliency in the event of any service interruptions. Business continuity
and disaster recovery provides flexible and reliable failover for required services in the event
of any service interruptions, including those caused by natural or man-made disasters or
disruptions. Cloud-centric business continuity and disaster recovery makes use of the
cloud's flexibility to minimize cost and maximize benefits.
Network Security consists of security services that allocate access, distribute, monitor and
protect the underlying resource services. Architecturally, network security provides services
that address security controls at the network in aggregate or specifically addressed at the
individual network of each underlying resource. In a cloud/virtual environment, network
security is likely to be provided by virtual devices alongside traditional physical

The  cloud security principles



Data in transit protection

User data which is transitioning between networks should be protected against any
interference.

Asset protection and resilience

User data, and the assets storing or processing it, should be protected against physical
tampering, loss, damage or seizure.

Separation between users

If a user of a service is compromised by malicious software, this should not affect the service
or data of another user.

Governance framework

A Security Governance Framework should be followed by the service provider, in order to
internally coordinate its management of the service.

Operational security

In order to prevent and detect attacks, the service must be operated securely. Adequate
security shouldn’t require complex or expensive processes.

Personnel security

Service provider personnel should be thoroughly screened, followed by in-depth training to
reduce the likelihood of accidental or malicious compromise.

Secure development

Services should be designed with security in mind. Nexor is proud to follow a Secure by
Design approach.

Supply chain security

The service provider should ensure that their supply chain adheres to all of the same
security principles – read more about this in our Supply Chain blog.

Secure user management

Your service provider should ensure that you have the relevant tools to securely manage the
use of their services. Management interfaces prevent unauthorised access to your data,
making them a vital part of the security barrier.



Identity and authentication

Access to the service interfaces should only be granted to specific individuals and should all
be guarded by adequate authentication measures – two party authentication if possible.

External interface protection

Any external or less trustworthy service interfaces must be identified and defended
appropriately.

Secure service administration

If a cloud service is compromised through its administration system, important company data
could be stolen or manipulated. It is vital that these services are secure.

Audit information for users

A service provider should supply their customers with the audit recorded needed to monitor
the service and who is able to access your data. This is vital as it gives you a means to
identify inappropriate or malicious activity.

Secure use of service

You have a responsibility to ensure the service is used properly, to ensure your data is kept
safe and protected.

Policy implementation

Cloud policies are the guidelines under which companies operate in the cloud. Often
implemented in order to ensure the integrity and privacy of company-owned information,
cloud policies can also be used for financial management, cost optimization, performance
management, and network security
Six simple cloud security policies you need to know

Data protection takes center stage in modern IT. Step through this cloud security checklist to
ensure your organization is covering all its bases.

The IT operations team often overlooks cloud security policies and best practices when it
implements workloads on top-tier public cloud providers. The most common example is an
inability to secure Amazon Simple Storage Service buckets. The cost to fix a breach -- and
the damage done to a high-profile brand due to the breach -- far outweigh the time it would
have taken to implement proper precautions.

Simple acts boost protection from users: role-based access control and key-based entry
instead of passwords. Other policies create an operations forcefield to protect workloads:



firewall implementation, geographical tethering and in-depth monitoring. And who doesn’t
like free upgrades?

There's no magic formula for the administrator to shore up defenses outside the corporate
data center, but this cloud security checklist supports a layered approach. As a bonus, most
of the items on the checklist are standard offerings from major cloud providers.

1. Secure cloud accounts and create groups
Ensure that the root account is secure. To make daily administration easier and still adhere
to cloud security policies, create an administrative group and assign rights to that group,
rather than the individual.

Create additional groups for fine-grained security that fits with your organization. Some users
need read-only access, as for people or services that run reports. Other users should be
able to do some ops tasks, such as restart VMs, but not be able to modify VMs or their
resources. Cloud providers make roles available to users, and the cloud admin should
research when and where to use them. Do not modify existing roles, as this is a recipe for
disaster: Copy them instead.

To disable an account temporarily, create a no-access policy. Apply that policy to the
administrator or other account, then simply remove it to re-enable the account as it was,
without risk of unintended changes.

2. Check for free security upgrades
Every major cloud provider allows and encourages the use of two-factor authentication
(2FA). There is no reason not to have 2FA on your cloud security checklist for new
deployments, as it increases protection from malicious login attempts.

3. Restrict infrastructure access via firewalls
A lot of companies use webscale external-facing infrastructure when they adopt cloud. They
can quickly protect private servers from external access.

Check for firewall polices. If the cloud provider makes it available, use firewall software to
restrict access to the infrastructure. Only open ports when there's a valid reason to, and
make closed ports part of your cloud security policies by default.

4. Tether the cloud
Some cloud-based workloads only service clients or customers in one geographic region.
For these jobs, add an access restriction to the cloud security checklist: Keep access only
within that region or even better, limited to specific IP addresses. This simple administrator
decision slashes exposure to opportunistic hackers, worms and other external threats.

5. Replace passwords with keys
Passwords are a liability: cumbersome, insecure and easy to forget.
Passwords are a liability: cumbersome, insecure and easy to forget. Every seasoned
administrator knows that Monday morning user-has-forgotten-password scenario.



Make public key infrastructure (PKI) part of your cloud security policies. PKI relies on a
public and private key to verify the identity of a user before exchanging data. Switch the
cloud environment to PKI, and password stealing becomes a nonissue. PKI also prevents
brute force login attacks. Without the private key, no one will obtain access, barring a
catastrophic PKI code failure.

While this might seem obvious, include a note on the cloud security checklist that the private
key should not be stored on the computer or laptop in use. Investigate vendors, such as
YubiKey, that provide secure key management. For some programs, the user has to touch
the device. Cloud key management for multiple users is easier with these tools.

All the major public cloud providers offer a PKI. If you prefer to use your own keys, make
sure they are kept safe with a good, secure password. That means if you lose the USB
key/storage medium holding the key, you have a certain level of security that will give you
time to replace the lost key.

6. Turn on auditing and system monitoring
A lot of administrators don't think about monitoring until it's too late. Systems create logs in
huge amounts. Use tools that capture, scan and process these logs into something useful for
cloud capacity planning, audits, troubleshooting and other operations.

Log monitoring and analysis tools sum up all those warnings, alerts and information
messages into something useful. Again, many cloud providers do offer auditing tools, and
there are many good tools you can try with no commitment, such as Splunk and its visual
tools.

The administrator can immediately see and identify trends and anomalies and take action to
remediate them quickly and efficiently. Taking it to the next level, a SIEM system will also
help to identify any issues or threats that need attention.

In summary, there are lots of ways to help secure the environment. The vendors have gone
to huge lengths to provide tools to help you secure the environment. Why not use them?

Cloud Computing Security Challenges



Hadoop

Brief history of hadoop

Hadoop was created by Doug Cutting, the creator of Apache Lucene, the widely used text
search library. Hadoop has its origins in Apache Nutch, an open source web search engine,
itself a part of the Lucene project.

The Origin of the Name “Hadoop”

The name Hadoop is not an acronym; it’s a made-up name.The project’s creator, Doug
Cutting,explains how the
What is Hadoop?
Apache Hadoop is an open source software framework used to develop data processing
applications which are executed in a distributed computing environment.

Applications built using HADOOP are run on large data sets distributed across clusters of
commodity computers. Commodity computers are cheap and widely available. These are
mainly useful for achieving greater computational power at low cost.

Similar to data residing in a local file system of a personal computer system, in Hadoop, data
resides in a distributed file system which is called as a Hadoop Distributed File system. The
processing model is based on 'Data Locality' concept wherein computational logic is sent to
cluster nodes(server) containing data. This computational logic is nothing, but a compiled
version of a program written in a high-level language such as Java. Such a program,
processes data stored in Hadoop HDFS.

Data sources
We live in the data age.It’s not easy to measure the total volume of data stored
electronically,but an IDC estimate put the size of the “digital universe” at 0.18 zettabytes in
2006, and is forecasting a tenfold growth by 2011 to 1.8 zettabytes.* A zettabyte is 1021
bytes, or equivalently one thousand exabytes, one million petabytes, or one billion terabytes.
That’s roughly the same order of magnitude as one disk drive for every personin the world.

This flood of data is coming from many sources. Consider the following:

The New York Stock Exchange generates about one terabyte of new trade data perday.
Facebook hosts approximately 10 billion photos, taking up one petabyte of storage.
Ancestry.com, the genealogy site, stores around 2.5 petabytes of data.
The Internet Archive stores around 2 petabytes of data, and is growing at a rate of 20
terabytes per month.
The Large Hadron Collider near Geneva, Switzerland, will produce about 15 petabytes of
data per year.
→ From Gantz et al., “The Diverse and Exploding Digital Universe,” March 2008.

So there’s a lot of data out there. But you are probably wondering how it affects you. Most of
the data is locked up in the largest web properties (like search engines), orscientific or



financial institutions, isn’t it? Does the advent of “Big Data,” as it is being called, affect
smaller organizations or individuals

I argue that it does. Take photos, for example. My wife’s grandfather was an avid
photographer, and took photographs throughout his adult life. His entire corpus of medium
format, slide, and 35mm film, when scanned in at high-resolution, occupies around 10
gigabytes. Compare this to the digital photos that my family took in 2008,which take up
about 5 gigabytes of space. My family is producing photographic data at 35 times the rate
my wife’s grandfather’s did, and the rate is increasing every year as it becomes easier to
take more and more photos.

More generally, the digital streams that individuals are producing are growing apace.
Microsoft Research’s MyLifeBits project gives a glimpse of archiving of personal information
that may become common place in the near future. MyLifeBits was an experiment where an
individual’s interactions phone calls, emails, documents were captured electronically and
stored for later access. The data gathered included a photo taken every minute, which
resulted in an overall data volume of one gigabyte a month. When storage costs come down
enough to make it feasible to store continuous audio and video, the data volume for a future
My LifeBits service will be many times that.

The trend is for every individual’s data footprint to grow, but perhaps more important,the
amount of data generated by machines will be even greater than that generated by people.
Machine logs, RFID readers, sensor networks, vehicle GPS traces, retail transactions all of
these contribute to the growing mountain of data.

The volume of data being made publicly available increases every year, too. Organizations
no longer have to merely manage their own data: success in the future will bedictated to a
large extent by their ability to extract value from other organizations’ data.

Initiatives such as Public Data Sets on Amazon Web Services, Infochimps.org, and the
info.org exist to foster the “information commons,” where data can be freely (or inthe case of
AWS, for a modest price) shared for anyone to download and analyze. Mashups between
different information sources make for unexpected and hitherto unimaginable applications.

Take, for example, the Astrometry.net project, which watches the Astrometry groupon Flickr
for new photos of the night sky. It analyzes each image and identifies which part of the sky it
is from, as well as any interesting celestial bodies, such as stars orgalaxies. This project
shows the kind of things that are possible when data (in this case,tagged photographic
images) is made available and used for something (image analysis)that was not anticipated
by the creator.

It has been said that “More data usually beats better algorithms,” which is to say that for
some problems (such as recommending movies or music based on past
preferences),however fiendish your algorithms are, they can often be beaten simply by
having more data (and a less sophisticated algorithm).

The good news is that Big Data is here. The bad news is that we are struggling to store and
analyze it.



Data storage and analysis

The problem is simple: while the storage capacities of hard drives have increased massively
over the years, access speeds the rate at which data can be read from drives have not kept
up.One typical drive from 1990 could store 1,370 MB of data and hada transfer speed of 4.4
MB/s, so you could read all the data from a full drive in around five minutes. Over 20 years
later, one terabyte drives are the norm, but the transfer speed is around 100 MB/s, so it
takes more than two and a half hours to read all the data off the disk.

This is a long time to read all data on a single drive and writing is even slower.The obvious
way to reduce the time is to read from multiple disks at once.Imagine if we had 100 drives,
each holding one hundredth of the data.Working in parallel,we could read the data in under
two minutes.

Only using one hundredth of a disk may seem wasteful.But we can store one hundred data
sets, each of which is one terabyte, and provide shared ould be likely to be spread over time,
so they wouldn’t interfere with each other too much.

There’s more to being able to read and write data in parallel to or from multiple disks,though.

The first problem to solve is hardware failure: as soon as you start using many pieces of
hardware,the chance that one will fail is fairly high. A common way of avoiding data loss is
through replication: redundant copies of the data are kept by the system so that in the event
of failure, there is another copy available. This is how RAID works, for instance, although
Hadoop’s file system, the Hadoop Distributed Filesystem (HDFS),takes a slightly different
approach, as you shall see later.

The second problem is that most analysis tasks need to be able to combine the data in some
way; data read from one disk may need to be combined with the data from any of the other
99 disks. Various distributed systems allow data to be combined from multiple sources, but
doing this correctly is notoriously challenging. Map Reduce provides a programming model
that abstracts the problem from disk reads and writes,transforming it into a computation over
sets of keys and values. We will look at the details of this model in later chapters, but the
important point for the present discussion is that there are two parts to the computation, the
map and the reduce, and it’s theinterface between the two where the “mixing” occurs. Like
HDFS, MapReduce has built-in reliability.

This, in a nut shell, is what Hadoop provides: a reliable shared storage and analysis system.
The storage is provided by HDFS and analysis by MapReduce. There are other parts to
Hadoop, but these capabilities are its kernel.

Comparison with other  systems

The approach taken by MapReduce may seem like a brute-force approach. The premise is
that the entire dataset or at least a good portion of it is processed for each query. But this is
its power. MapReduce is a batch query processor, and the ability to run an ad hoc query
against your whole dataset and get the results in a reasonable time is transformative.It



changes the way you think about data, and unlocks data that was previously archived on
tape or disk.It gives people the opportunity to innovate with data.Questions that took too long
to get answered before can now be answered, which in turn leads to new questions and new
insights.

For example,Mailtrust, Rackspace’s mail division, used Hadoop for processing email logs.
One ad hoc query they wrote was to find the geographic distribution of their users. In their
words:

This data was so useful that we’ve scheduled the MapReduce job to run monthly and we will
be using this data to help us decide which Rackspace data centers to place new mail
servers in as we grow.

By bringing several hundred gigabytes of data together and having the tools to analyze it,
the Rackspace engineers were able to gain an understanding of the data that they otherwise
would never have had, and, further more, they were able to use what they had learned to
improve the service for their customers. You can read more about how Rackspace uses
Hadoop in case Studies Chapter

RDBMS

Why can’t we use databases with lots of disks to do large-scale batch analysis? Why is
MapReduce needed?

The answer to these questions comes from another trend in disk drives: seek time is
improving more slowly than transfer rate. Seeking is the process of moving the disk’s head
to a particular place on the disk to read or write data. It characterizes the latency of a disk
operation, where as the transfer rate corresponds to a disk’s bandwidth.

If the data access pattern is dominated by seeks, it will take longer to read or write large
portions of the dataset than streaming through it,which operates at the transfer rate. On the
other hand, for updating a small proportion of records in a database,a traditional B-Tree (the
data structure used in relational databases, which is limited by the rate it can perform seeks)
works well.For updating the majority of a database, a B-Tree is less efficient than
MapReduce, which uses Sort / Merge to rebuild the database.

In many ways, MapReduce can be seen as a complement to an RDBMS.(The differences
between the two systems are shown in below) MapReduce is a good fit for problems that
need to analyze the whole dataset, in a batch fashion, particularly for ad hoc analysis. An
RDBMS is good for point queries or updates, where the data set has been indexed to deliver
low-latency retrieval and update times of a relatively small amount of data. MapReduce suits
applications where the data is written once, and read many times, whereas a relational
database is good for datasets that are continually updated.

Table RDBMS compared to MapReduce

Table RDBMS compared to MapReduce



Another difference between MapReduce and an RDBMS is the amount of structure in the
datasets that they operate on. Structured data is data that is organized into entities that have
a defined format, such as XML documents or database tables that conform to a particular
predefined schema. This is the realm of the RDBMS. Semi-structured data, on the other
hand, is looser, and though there may be a schema, it is often ignored, so it may be used
only as a guide to the structure of the data: for example, a spread sheet, in which the
structure is the grid of cells, although the cells themselves may hold any form of data.
Unstructured data does not have any particular internal structure: for example, plain text or
image data. MapReduce works well on unstructured or semistructured data, since it is
designed to interpret the data at processing time. In other words, the input keys and values
for MapReduce are not an intrinsic property of the data, but they are chosen by the person
analyzing the data.

Relational data is often normalized to retain its integrity and remove redundancy.
Normalization poses problems for MapReduce, since it makes reading a record a non local
operation, and one of the central assumptions that MapReduce makes is that it is possible to
perform (high-speed) streaming reads and writes.

A web server log is a good example of a set of records that is not normalized (for example,
the client host names are specified in full each time, even though the same client may
appear many times), and this is one reason that logfiles of all kinds are particularly
well-suited to analysis with MapReduce.

MapReduce is a linearly scalable programming model. The programmer writes two functions
a map function and a reduce function each of which defines a mapping from one set of
key-value pairs to another. These functions are oblivious to the size of the data or the cluster
that they are operating on, so they can be used unchanged for a small dataset and for a
massive one. More important, if you double the size of the input data, a job will run twice as
slow. But if you also double the size of the cluster, a job will run as fast as the original one.
This is not generally true of SQL queries.

Over time, however, the differences between relational databases and MapReduce systems
are likely to blur both as relational databases start incorporating some of the ideas from
MapReduce (such as Aster Data’s and Greenplum’s databases) and, from the other
direction, as higher-level query languages built on MapReduce (such as Pig and Hive) make
MapReduce systems more approachable to traditional database programmers.

Grid Computing

The High Performance Computing (HPC) and Grid Computing communities have been doing
large-scale data processing for years, using such APIs as Message Passing Interface (MPI).
Broadly, the approach in HPC is to distribute the work across a cluster of machines, which
access a shared filesystem, hosted by a SAN. This works well for predominantly
compute-intensive jobs, but becomes a problem when nodes need to access larger data
volumes (hundreds of gigabytes, the point at which MapReduce really starts to shine), since
the network bandwidth is the bottleneck and compute nodes become idle.



MapReduce tries to allocate the data with the compute node, so data access is fast since it
is local. This feature, known as data locality, is at the heart of MapReduce and is the reason
for its good performance. Recognizing that network bandwidth is the most precious resource
in a data center environment (it is easy to saturate network links by copying data around),
MapReduce implementations go to great lengths to conserve it by explicitly modelling
network topology. Notice that this arrangement does not pre include high-CPU analysis in
MapReduce.

MPI gives great control to the programmer, but requires that he or she explicitly handle the
mechanics of the data flow, exposed via low-level C routines and constructs, such as
sockets, as well as the higher-level algorithm for the analysis. MapReduce operates only at
the higher level: the programmer thinks in terms of functions of key and value pairs, and the
data flow is implicit.

Coordinating the processes in a large-scale distributed computation is a challenge. The
hardest aspect is gracefully handling partial failure when you don’t know if a remote process
has failed or not and still making progress with the overall computation. MapReduce spares
the programmer from having to think about failure, since the implementation detects failed
map or reduce tasks and reschedules replacements on machines that are healthy.
MapReduce is able to do this since it is a shared-nothing architecture, meaning that tasks
have no dependence on one other. (This is a slight over simplification, since the output from
mappers is fed to the reducers, but this is under the control of the MapReduce system; in
this case, it needs to take more care rerunning a failed reducer than rerunning a failed map,
since it has to make sure it can retrieve the necessary map outputs, and if not, regenerate
them by running the relevant maps again.) So from the programmer’s point of view, the order
in which the tasks run doesn’t matter. By contrast, MPI programs have to explicitly manage
their own check pointing and recovery, which gives more control to the programmer, but
makes them more difficult to write.

MapReduce might sound like quite a restrictive programming model, and in a sense it is: you
are limited to key and value types that are related in specified ways, and mappers and
reducers run with very limited coordination between one another (the mappers pass keys
and values to reducers). A natural question to ask is: can you do anything useful or nontrivial
with it?

The answer is yes. MapReduce was invented by engineers at Google as a system for
building production search indexes because they found themselves solving the same
problem over and over again (and MapReduce was inspired by older ideas from the
functional programming, distributed computing, and database communities), but it has since
been used for many other applications in many other industries. It is pleasantly surprising to
see the range of algorithms that can be expressed in MapReduce, from image analysis, to
graph-based problems, to machine learning algorithms.It can’t solve every problem, of
course, but it is a general data-processing tool.

You can see a sample of some of the applications that Hadoop has been used for in Case
Studies Chapter



Volunteer Computing

When people first hear about Hadoop and MapReduce, they often ask, “How is it different
from SETI@home?” SETI, the Search for Extra-Terrestrial Intelligence, runs a project called
SETI@home in which volunteers donate CPU time from their otherwise idle computers to
analyze radio telescope data for signs of intelligent life outside earth. SETI@home is the
most well-known of many volunteer computing projects; others include the Great Internet
Mersenne Prime Search (to search for large prime numbers) and Folding@home (to
understand protein folding and how it relates to disease).

Volunteer computing projects work by breaking the problem they are trying to solve into
chunks called work units, which are sent to computers around the world to be analyzed. For
example, a SETI@home work unit is about 0.35 MB of radio telescope data, and takes hours
or days to analyze on a typical home computer. When the analysis is completed, the results
are sent back to the server, and the client gets another work unit. As a precaution to combat
cheating, each work unit is sent to three different machines and needs at least two results to
agree to be accepted.

Although SETI@home may be superficially similar to MapReduce (breaking a problem into
independent pieces to be worked on in parallel), there are some significant differences. The
SETI@home problem is very CPU-intensive, which makes it suitable for running on
hundreds of thousands of computers across the world,† since the time to transfer the work
unit is dwarfed by the time to run the computation on it. Volunteers are donating CPU cycles,
not bandwidth.

MapReduce is designed to run jobs that last minutes or hours on trusted, dedicated
hardware running in a single data center with very high aggregate bandwidth interconnects.
By contrast, SETI@home runs a perpetual computation on untrusted machines on the
Internet with highly variable connection speeds and no data locality.


